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change, transitioning swiftly from an era in which 
data was scarce to an era in which data exceeds 
our ability to extract meaning from it, and the sci-
entifi c community is facing an analysis wall.

Planetary and space-based sensor networks are 
generating continuous streams of data to monitor 
our environment, characterize diverse phenom-
ena, and, in many cases, predict natural hazards. 
Computer science and intelligent systems are now 
called to action to develop a new breed of systems 
to extract insight from large datasets and different 
types of datasets (such as optical, radar, and GPS 
time series). Furthermore, data fusion from differ-
ent instruments is gaining importance in making 
new discoveries of natural phenomena and rul-
ing out false positives, especially because making 
the right connections can often be nonintuitive for 
humans.

Looking at information processing from the se-
miotics point of view, there are several layers. As 
Figure 1 shows, digitized sensor signals become 
data that represents the starting point for more 
complex analyses. The syntax layer essentially 
provides syntactically valid data—that is, numbers 
that codify actual valid measurements. The next 
layer on top typically aims to introduce semantics 
(for example, “this data represents feature X”) by 
employing data exploration, analysis, and min-
ing techniques. However, this alone is not enough 
to advance scientifi c progress, and scientists need 

support for pragmatics: What does it imply that a 
certain feature has been identifi ed? What does 
a fi nding mean, and how does it fi t into the big 
theoretical picture? Does it contradict or confi rm 
previously established models and fi ndings? How 
can the researcher test concepts and ideas effec-
tively? Many of the implementation tasks that re-
sult from such questions are currently left to the 
individual researcher, who must artfully deduce 
the tools and workfl ows that lead to adequate 
answers.

Why Scientists Need Machine Support 
for Discovery Search
We can view the scientifi c discovery process essen-
tially as a search process. This search space is de-
fi ned not only by the large and diverse scientifi c da-
tasets themselves, but also by the choices humans 
can make in the workfl ow processing that data (for 
example, choosing the parameters, the order, or 
which algorithm, method, or fi lter to use in a cer-
tain stage of a processing pipeline). The workfl ow 
is assumed to be a sequence of processing steps 
that has the expressive power of a Turing machine.

As our case studies show, the choices made in the 
confi guration of the processing workfl ow can dras-
tically affect our ability to make discoveries. For 
example, if a set of processing steps highlights large-
scale phenomena in a data product, discoveries 
of previously unknown small-scale phenomena will 
be suppressed. In addition, some natural phenom-
ena might be rare or counterintuitive in nature, so 
humans require machine assistance in confi guring a 
potentially large parameter space to create data pro-
cessing and discovery workfl ows.

Recent technical advances have enabled grow-

ing data volumes in astronomy and geoscience.1 

Scientists are now challenged to create insights from a 

deluge of data.2 We are in the midst of a fundamental
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The value of discovery automation 
also arises because of the sheer size 
of datasets on the order of petabytes 
and soon exabytes. It is increasingly 
impractical to move such large data 
volumes directly to a scientist’s desk-
top computer, given current and pro-
jected network bandwidth limita-
tions compared to the growth in data 
volumes. This calls for a replacement 
of the “move the data” approach 
with a “move the computation” ap-
proach, in which scientists upload 
and execute their scripts and pro-
grams at data locations rather than 
attempt to download copies for local 
processing. Storage and analysis of 
these large datasets require power-
ful datacenters and supercomputers, 
which have their own complexity, 
leading to considerable time, effort, 
expertise, and cost even for simple 
exploratory analyses.

Therefore, appropriate intelligent 
systems are needed. Key principles in 
our approach are keep the human in 
the loop and provide advanced tool 
support rather than attempt to auto-
mate the entire process. We assume 
an iterative process wherein the hu-
man scientist defines the objective 
of the search (for example, by look-
ing at the produced data products 
or metrics) and decides whether to 
continue with another iteration (for  

example, with an adjusted model 
or parameters). As a metaphor, we 
provide researchers with the support 
of a powerful cockpit, navigation sys-
tem, and autopilot that augment their 
cognitive abilities, but we leave them 
in control of the flight.

A Model-Based Approach to 
Computer-Aided Discovery
Figure 2 provides a general conceptual 
setting for our approach. On the left, 
scientists typically start with a prob-
lem space in the real world that is re-
duced to a tractable theoretical model 
representation by applying domain-
specific rules and identifying com-
pliant and noncompliant model fea-
tures, constraints, parameter settings, 
and data inputs/outputs. This leads 
to theoretical descriptions that typi-
cally consist of a set of abstractions, 
including ones expressed as models, 
formulas, algorithms, or code, all 
seeking to provide a consistent frame-
work that explains empirical observa-
tions. Because rival theoretical mod-
els could explain the same empirical 
data, scientists must try such theoreti-
cal models out, each potentially with 
a set of permutations of parameter 
ranges, to elucidate the most plausible 
candidate.

Much of this iterative search pro-
cess can be automated. To do this, we 

introduce a synoptic model represen-
tation that describes a set of theoret-
ical models by capturing their com-
monalities and distinct parts. Tech-
nically, this is a metamodel that de-
scribes which specific components 
should go into a specific variant (that 
is, an instance of the synoptic model 
representation). This model is similar 
to feature models developed by soft-
ware engineering and to generative 
programming communities for soft-
ware product lines.3,4 For instance, 
the model in the middle of Figure 3 
requires a particular variant to in-
clude both submodels 1 and 2, but 
submodel 2 can be only A1 or A2. 
In practice, boxes are represented by 
appropriately prepared code, and a 
theoretical model validation engine 
generates a valid code instance in 
which all code blocks are cohesively 
weaved together (for example, using  
conditional compilation, decorators, 
or other techniques described3). Such 
representations (such as “Theoretical  
model variant 1”) can then be executed  
on various datasets in order to assess, 
with human assistance, whether an 
assumed model and its hypotheses ad-
equately describe reality.

The synoptic model essentially allows  
scientists to express possible algorith-
mic choices and ranges of parameters 
that bound the automated search in 

Figure 1. Semiotic layers in scientific data processing. Big data scientists are facing a growing need for tools and techniques in 
the top pragmatics layer.
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the discovery search space, without 
specifying all possible instances. Prior 
work—for example, in data mining, 
case-based reasoning, and knowledge 
discovery,5–7 or techniques for priori-
tizing interesting data8—can provide 
building blocks for our approach. 
These strategies can be exchanged 
in various instances to assess different 
choices of algorithm, parameter ranges, 
or general workflow order.

Searches can be accelerated by 
pruning the search space defined by 
the synoptic model. A sensitivity anal-
ysis can leverage the history of hy-
pothesis tests to evaluate if the varia-
tion of certain parameters has led to 
interesting discoveries. This feature 
enables systems to increase the search 
resolution in specific regions of the 
discovery search space. Furthermore, 
humans can be involved with interme-
diate findings (for example, clustered 
by similarity) and can ask for a pref-
erence such as “find more like X” to 
define an empirical similarity func-
tion used in the search. The auto-tun-
ing community has discussed search-
space pruning problems like these.9

Realization and 
Infrastructure Aspects
Figure 3 exemplifies how computer-
aided discovery bridges the gap between  
the theory domain and the empirical  
domain. Our approach, based on 
the synoptic model, generates multi-
ple model variants of hypothesized  
phenomena and their physical prop-
erties (for example, for ionospheric 
storm-enhanced electron density 
plumes with different shapes) that are 
used to search for similar matches in 
various instruments’ empirical data. 
Depending on the findings, the scien-
tist can iteratively refine the models 
and converge the search toward de-
sired artifacts. When a match is ade-
quate, the scientist can recover a whole 
trace of explanations, reaching from 

the empirical feature (such as a set of 
image pixels on a syntactic or semantic 
abstraction level) to the physical mean-
ing (for example, a parameter’s value 
in the physical model on a pragmatic 
abstraction level).

Scientists interact in a typical use 
case with a cloud-based analysis in-
terface in their Web browser, which 
we implemented using Jupyter (http://
jupyter.org) and the Python pro-
gramming language. Our computer- 
aided discovery service is provided 
by a service layer, which consists of 
libraries and algorithms implemented 
in Python and C++ with Python 
wrappers. Data storage and compu-
tation capabilities can be hosted in a 
scalable cloud environment, such as 
Amazon Web Services. Sensor data 
from real sensors (such as NASA im-
ages and time series) is populated 
into our environment through a data 
integrators layer. Based on requests 
from the analysis interface, the dis-
covery service layer generates and 
moves computation jobs to nodes 
with appropriate data in the cloud, 
and transparently creates replicas as 
necessary.

Case Studies and 
Applications
We present four case studies with initial 
results as well as future perspectives on 
computer-aided discovery in several sci-
entific disciplines (see Figure 4).

Case Study 1: Geospace Structures 
in Space and Time
Geospace science studies involve 
complex interdependent physical fea-
tures in the Earth’s dynamic plasma 
and ionosphere in space, often driven 
by space-based phenomena such as 
solar storms and coronal mass ejec-
tions from the sun. Such phenomena 
can have important societal conse-
quences—for example, their potential 
to induce unexpected currents into 
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the power grid, leading to large-scale 
blackouts.

The discovery and study of storm-
enhanced density (SED) plumes pro-

vides an example of the sensitivity of 
geophysical discovery to workflow 
and analysis methods, as shown in 
Figure 4a. Under certain geomagnetic 

storm conditions, SED plumes can be-
come more highly structured and form 
tongues of ionization (TOIs).10 TOI 
and SED features are a key system  

Figure 3. Model representations in our computer-aided discovery approach. The theory representation space captures scientist-
defined model variants of rivaling models that could explain the empirical observations, and the empirical evaluation space 
measures the explanatory power of each model variant with respect to the real-world data.
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Figure 4. Four case studies: (a) Ionosphere and space weather, (b) geoscience and volcanics, (c) planetary science and site 
selection for human and robotic missions, and (d) astronomy and exoplanets search. In (b), the Akutan volcano near Alaska is 
marked by the red square, and the heat map compares deformation models. In (c), the discovery process in site selection was 
performed for the near side of the moon.
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process in magnetosphere-ionosphere 
coupling and shape the entire distri-
bution of Earth’s plasmasphere and 
space-weather response far out into 
extended geospace.11 SED plume and  
TOI identification are sensitive to the 
specific data-processing workflow 
used and the visualization choices 
made. Figure 4a demonstrates this us-
ing four workflow-dependent views 
of the same underlying GPS total 
electron content (TEC) dataset in 
the northern hemisphere dusk sec-
tor from a geomagnetic storm period 
on 27 February 2014 at 22:40 UTC. 
The three globes in the figure share 
common data-processing elements 
(20-minute temporal averaging) but 
use different spatial averaging choices 
to bin the underlying line of sight TEC 
data. The leftmost globe uses 3 × 3 de-
gree spatial pixel binning and further 
applies a 20-cell smoothing function 
to maximize global TEC coverage, 
but with the consequence of heavily 
blurring TEC structures such as SED. 
The middle globe uses 3 × 3 degree 
spatial pixel binning, a choice used 
in the original SED discovery,11,12 but 
no further smoothing occurs and the 
maximum 200 TEC units visualiza-
tion scaling used largely obscures the 
SED plume. The globe on the right 
has an optimum workflow for SED 
identification (white arrow) at a 3 × 3  
degree binning, no further spatial 
smoothing, and 100 TEC units max-
imum plotting scale. The example 
demonstrates that if spatial feature 
morphologies are not known a priori, 
feature identification can be aided by 
having a range of simultaneous work-
flow outputs applied to the same un-
derlying dataset with different control 
parameters.

The variant generation of scientific 
models can be parallelized to scale 
in cloud computing environments. 
For example, the VariantDBSCAN 
algorithm13 leverages density-based 

spatial clustering principles to iden-
tify related features in the Earth’s 
ionosphere in TEC datapoint repre-
sentations. Users can define ranges 
for two input parameters: epsi-
lon, the distance searched around a 
point object, and minpts, the mini-
mum number of points within epsi-
lon in the neighborhood of a given 
point that are required of each point 
in a given cluster. The algorithm 
then maximizes clustering through-
put by processing variants with dif-
ferent concrete parameters in par-
allel through efficient indexing, re-
using the results of previously exe-
cuted variants to decrease memory 
pressure and computational cost, 
and optimizing the order of variant 
execution through efficient schedul-
ing heuristics. On a dedicated 16-
core platform, this approach’s re-
sults were up to 22 times faster than 
those of a sequential baseline imple-
mentation on TEC datasets.13

Case Study 2: Land Surface 
Deformation and Volcanic 
Phenomena
GPS sensor networks deployed on the 
Earth’s surface by the Plate Boundary 
Observatory (http://pbo.unavco.org) 
are used to study terrestrial motion  
and deformation on various scales 
that result from different physical 
mechanisms. One particularly impor-
tant driver of ground deformation is 
volcanic activity, which has tremen-
dous environmental consequences and  
is difficult to predict or forecast. Here, 
we apply our computer-aided dis-
covery approach and use a modular 
pipeline analysis method to study the  
long-term motion of GPS stations near 
volcanoes in Alaska to identify tran-
sient events indicative of volcanic activity  
and validate them using activity re-
ports from the Alaska Volcano Ob-
servatory. This automated discovery 
pipeline is necessary because of the 

increasingly large volumes of data, as 
GPS time-series measurements con-
tinue to improve in spatial density and 
temporal resolution.

Figure 4b shows raw GPS data with 
north, east, and vertical components 
at Station AV06 near the Akutan vol-
cano. In this example, our defined 
pipeline analysis applies a filtering 
preprocessing step, followed by prin-
cipal component analysis (PCA), to 
evaluate possible patterns of ground 
deformation. After the pipeline runs, 
we obtain PCA components (blue ar-
rows) indicating the overall amount 
of ground deformation in Figure 4b. 
Furthermore, we can use this same 
pipeline to vary parameters (here, for 
demonstration, the parameters for the 
Kalman filter), to identify the potential  
dependencies of the analysis on un-
derlying assumptions in the analysis  
framework or to uncover possible 
variations between different models 
or filters that might lead to an im-
proved physical explanation. We can 
illustrate this parameter dependency 
leading to similar classes of physical 
models with a heat map and dendro-
grams that cluster similar iterations 
of the pipeline, in which the labels 
on the x- and y-axes describe a par-
ticular set of Kalman filter parameters 
and can also be overlaid on the same 
geographical plot to provide an intui-
tive physical view.

Such clustering visualizations help 
Earth scientists compare different 
classes of models (for example, with 
different assumptions about magma 
chambers) and match them against 
empirical observations. Thus, hypoth-
eses testing on the composition of 
geologic structures can be conducted 
more efficiently.

Case Study 3: Spacecraft Sites for 
Human and Robotic Missions
Carrying out a successful interplan-
etary exploration mission requires the 
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selection of sites for various tasks, such 
as exploration or high-resolution im-
aging. This selection process requires 
the assimilation and fusion of numer-
ous datasets from various sources. 
Historically, this site selection has been 
done by large teams of scientists and 
engineers over many years. However, 
as data volumes grow and the number 
of available selection criteria increases, 
the manual approach will become in-
creasingly infeasible because of both 
the sheer size of the parameter space 
and the desire to keep site selection ob-
jective and optimized.

Our computer-aided discovery ap-
proach addresses these issues.14 The 
workflow lets us systematically vary 
parameters in each stage of the site 
ranking analysis workflow. Figure 4c 
shows an example using topographic 
slope, free-air gravity anomaly, and 
Thorium abundance as inputs to de-
termine a selected site’s reachability 
and scientific value. We rank the val-
ues in each individual input dataset 
according to established criteria, with 
darker pixels corresponding to higher-
ranked locations (see the inset panels 
in Figure 4c); these ranking choices 
comprise our model of an ideal land-
ing site. Our primary means of con-
trolling site selection (that is, empha-
sizing or deemphasizing certain inputs 
or locations) is by generating vari-
ant models in which input datasets 
have different weights (that is, tuning 
the selection criteria). We then merge 
these datasets into a composite map 
of overall site value across the data- 
sets via alpha compositing of grayscale 
maps (see the larger map in Figure 4c). 
Using this map, we can generate data 
products at a higher abstraction level, 
such as Gaussian mixture models of 
thresholded data points that enable 
visualizations of the probabilities that 
certain regions are desirable for land-
ing or exploration (in Figure 4c, the 
colored lines on the larger map show 

the contours of a five-component, full-
covariance Gaussian mixture model, 
with redder colors showing better re-
gional ranking).

Case Study 4: Astronomy and 
Exoplanet Search
Today, several large astronomical sur-
veys are providing open data access to 
the scientific community. For example, 
at optical wavelengths, the Sloan Digi-
tal Sky Survey consists of 100 Tbytes 
of data, and upcoming surveys like the 
Large Synoptic Survey Telescope will 
generate over 15 Tbytes of data in a 
single night. Data volumes will also 
continue to increase for surveys at 
other wavelengths (for example, radio, 
X-ray, and infrared), making the ex-
ploration and analysis of information 
difficult. The computer-aided discov-
ery paradigm can unlock the potential 
of vast amounts of astronomical data 
to the scientific community.

To illustrate this potential, con-
sider the search of planets outside of 
our solar system (exoplanets). The Ke-
pler spacecraft, for instance, observed 
more than 100,000 stars simultane-
ously for 3.5 years, and future mis-
sions will expand data collection much 
further using a variety of methods. We 
are extending our computer-aided dis-
covery infrastructure to accommodate 
and analyze Kepler data. For a given 
star, scientists analyze its light curve—
that is, its changes in brightness due to 
a hypothesized orbiting planet. Conse-
quently, the time series measuring rela-
tive flux over time are expected to dip 
each time the planet lies between the 
observer and the star; folding these 
time series with the hypothesized or-
bital period results in plots like the 
one in Figure 4d for the star Kepler-13. 
We must repeat this search procedure 
for every star, with ranges of param-
eters and assumptions such as transit  
period, limb darkening, and Dop-
pler boosting. The sample light curve 

also shows various matching planet 
transit models that we generated us-
ing PYTRANSIT (http://github.com/
hpparvi/PyTransit) with and without 
limb darkening (represented by the 
green dashed line and the red solid 
line, respectively15). Comparing vari-
ous models can provide additional in-
sights into the physical properties of 
the observed planetary system.

C omputer-aided discovery rep-
resents a possible avenue to scale out 
the insight generation process for big 
data science and go beyond human 
cognitive limits. Our model-based ap-
proach infuses domain-specific knowl-
edge into the discovery search process 
in a novel way—for example, by em-
ploying desired physical models and 
properties to improve the connec-
tion-making process between volumi-
nous empirical observations and cur-
rent theories. Our case studies show 
wide applicability of our concepts, 
from geospace studies and volcanic 
phenomena detection to spacecraft 
landing site selection, astronomy, and 
exoplanet search. Given these early 
successes, we believe that computer-
aided discovery will have a transfor-
mative potential for the way we do sci-
ence in the future. 
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